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Abstract

In this paper, we address the problem of symbolically
computing the region in the parameter’s space that guar-
antees a feasible schedule, given a set of real-time tasks
characterised by a set of parameters and by an activation
pattern.

We make three main contributions. First, we propose a
novel and general method, based on parametric timed au-
tomata. Second, we prove that the algorithm terminates for
the case of periodic processes with bounded offsets. Third,
we provide an implementation based on the use of symbolic
model checking techniques for parametric timed automata,
and present some case studies.

1 Introduction

In recent years, the continuous cost reduction and the
outstanding advances in ICT have propelled a vigorous
growth of the electronic components even in low-cost prod-
uct lines. For instance, in the automotive industry, active
safety systems (e.g., the ESP), powertrain controllers and
entertainment devices hold as of today the lion share in
the product innovation. For this type of systems, the sat-
isfaction of real-time constraints is a compelling require-
ment. However, the need for reducing costs and for simpli-
fying the system engineering pushes toward an aggressive
sharing of computation and communication resources (the
paradigm one system/one hardware is dead and buried). To-
day’s embedded systems have to be “open” to reconfigura-
tions (to fix bugs and insert new functionalities) and easily
portable to different hardware platforms (to avoid overcom-
mitments to specific hardware vendors). In this context, the
designer is confronted with challenging problems. For in-
stance, when computation resources have to be fully uti-
lized, coarse over-approximations of the computation times
are no longer affordable. Since tight estimations of the com-
putation times are inevitably error-prone, the mere informa-
tion that real-time constraints are respected is insufficient if
we do not know the robustness margin of this result. Like-
wise, when dealing with saturated platforms, the designer

*This work was partly supported by COMBEST (FP7 European Project
n. 215543) and by COCONUT (FP7 European Project n. 217069).

1052-8725/08 $25.00 © 2008 IEEE
DOI 10.1109/RTSS.2008.36

may have to tweak available parameters (such as the acti-
vation offsets) to reduce the workload peaks and achieve
schedulability.

The classical real-time scheduling theory [7, 22] does
not encompass this type of problems: first, it only provides
a punctual analysis of the system (for a specific choice of
the parameters); second, it does not offer flexibility in the
choice of the activation patterns (e.g., all tasks are always
assume to start in the same “critical” instant). Although
brute force approaches may in principle be conceived (e.g.
using simulation tools as back ends), these are subject to the
combinatorial explosion of the pameter space.

In this setting, a fundamental goal is the ability to
symbolically represent and analyze the schedulability re-
gion [5], i.e. the region of the parameter space that cor-
responds to feasible designs.

In this paper, we propose a methodology for Symbolic
Computation of Schedulability Regions for general systems
of real-time tasks, scheduled using fixed priorities. Despite
this assumption, the method is of wide applicability since
almost all Real-Time Operating Systems of industrial inter-
est targeted at embedded applications adopt a fixed priority
scheduling mechanism.

We make the following contributions. First, we propose
a novel approach to the computation of schedulability re-
gions, that extends Symbolic Analysis of Timed Automata
(SATA) [15] in the sense that numerical constants are re-
placed with parameters. To model the problem, we gen-
eralize the formalism of timed automata so that the guards
and to the invariants of the timed automata are parametric
constraints. The schedulability region is iteratively bounded
by enumerating all possible traces that could drive the sys-
tem into an error state and identifying, for each of them, the
subsets of the parameter space that are compatible with the
trace.

Second, we show that the methodology converges in a fi-
nite number of steps for the very important case of periodic
tasks with bounded activation offsets.

Third, we propose an implementation of the approach
based on symbolic model checking for parametric timed
systems, and we show the application of a prototype tool to
some interesting use cases.
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The paper is structured as follows. In Section 2 we in-
troduce parametric timed automata. In Section 3 we define
the problem of schedulability, and we describe recent ap-
proaches which are based on timed automata. In Section 4
we define the problem of computing the schedulability re-
gion, propose our approach, and prove completeness for the
subcases of periodic tasks with offsets. In Section 5 we de-
scribe the symbolic implementation, and in Section 6 we
experimentally evaluate the approach. In Section 7 we re-
view some related work, and in Section 8 we draw some
conclusions and outline directions for future research.

2 Parametric timed automata

Let V be a set of symbols, with valuations over the ra-
tionals. A term over symbols in V is defined as a1 &v1 +
...+ apév,, withv; " Vand a; " Q. A constraint over
V is defined as t # k, where t is aterm over V, k" Q, and
#"{<,$,> %=,&}. We denote the set of terms and
constraints over V as T (V') and C(V'), respectively. B(V)
is the set of boolean combinations of constraints over V,
with the standard connectives ' (conjunction), ( (disjunc-
tion), and A (negation). We denote with U(V) the set of
update statements of the form v := ¢, withv " V, and
t " T (V). An assignment over a set of variables V' is a
function from V to Q. We use py to denote assignments to
variables in V. The evaluation of a constraint ¢ on an as-
signment fy returns the boolean value true when constraint
satisfied, and false when violated. In the rest of the paper,
we do not distinguish between a formula ¢ " B (V), the
set of satisfying assignments over V, and the corresponding
region of the space Q!V|. We write uy |= ¢ to state that
wy belongs to the region . We notice that the conjunction
of two formulas amounts to the intersection of the corre-
sponding regions, negation to complementation, and union
to disjunction.

A parametric timed automaton is a
)L, Lo, %, X, P,T', I, E*, where
¥ [ is a finite set of locations
¥ Lo + L is the set of initial locations
¥ ¥ afinite set of labels
¥ X is a finite set of variables
¥ P is afinite set of parameters
¥ T+ B (P) is the parameter space
¥ I:L, 2¢XUP) s the invariant map
¥ E+ L- ©-C (X. P)- 24X - [ isthe set of switches.

tuple

Intuitively, a switch )1, a, o, A, I'* represents a transition
from location [ to location I’, in response to a " 3, when
guard ¢ holds; the value of the variables in X is updated
according to the function A : X - P, X. The set X is
the disjoint union of X, (clocks) and X (state variables).
The value of clocks can either be reset on each transitions,
or it can grow linearly in time in each location. The value

of state variables can be changed only as a result of a reset
action when a transition is taken.

Examples of parametric timed automata are given in
Fig. 1. In the timed automaton in Fig. 1.A, L contains four
locations, Wait_for_offset, Wait_for_time_Q1,
Wait_for_time_Q2, and Wait_for_event, referred to
as WFO, WFQ1, WFQ2, and WFE in the rest of the text.
The initial location Lg is WEO. The labels are Releaseq,
Releases, and ReleasezonEvent. There is one clock
variable (clock), three parameters (@1, @2, O1). An ex-
ample of invariant condition is the constraint clock $ O
associated with location WFO; an example of switch is
JWFO,Releaseq, clock = O, clock := 0,WFQ2*, which
represents a transition from WFO to WFQ2. The transition
can be taken when clock = Oq, and it resets clock to 0. The
automaton in Fig. 1.B has a state variable SC>.r that is re-
set, for instance, on the transition from Busy; to Checks.

Astateis (I, up, ux), with I " L, up assignment to the
parameters such that up = T', and px assignment to the
variables such that ux . pp |= I(1); itis initial iff [ " Lyg.
Let o be a switch )/, a, o, \,I'* " E. Then we say that a
state s reaches s’ through o, written s,/ s/, iff up = W,
ux E g, and g’y := A(px) where X is a reset function to
the selected clocks. We say that a state s reaches a state s’
through &; iff | = I, pp = pp, and p'y = px, +1t.

A run of length k is a sequence of states
(lOaNPaﬂg()>(llvﬂpuu%()ﬂ"'7(lka:up7ﬂl)€() iff the
first state is initial, and for ¢ = 0,...,k / 1 it holds
that (I, up, i) /7 (I up, pist) for some switch
o or I = I*% and (I, pp, i) [ (1 e, ).
Notice that parameters are assigned a value in the pa-
rameter space that is retained throughout the run. If p
is {O1 = 4,Q2 = 20}, then a run for the automaton in
Fig. 1.Ais

(WFO, p, {clock =0 }) L4, (WFO, p, {clock =4 }) feleaser
(WFQ2, p, {clock =0 }) L20, (WFQ2, p, {clock =20 })

(WFE, u, {clock =0 })

Releaseg
—_—

We rely on a notion of composition [1] between au-
tomata having disjoint sets of variables. The locations of
the composite automaton are given by the cartesian product
of the locations of the two automata; the same applies to the
initial locations. Parameters and variables of the composite
are the union of the parameters and variables of the compo-
nents. The switches of the composite are given by the com-
bination of the switches of the components. Consider, as
an example, the composition of the two automata in Fig. 1.
A possible run associated to the assignment of parameters
{O1=4,Q1 =15,Q2 =10,C1 = 20,C, = 5,D, = 12}
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Release Release:

clock = Qi clock = Q:
clock =0 clock i= 0
Release: ]
clock =01 Wait_for_
clock =0 time_Q2
ok = &
Releases onEvent Release:
clock =0 clock = Q
clock =0

Busy_idle
SCa.x = SCs,

Release:

SCar = SCor + Cy

Releases

Release:

Check_error
SCz.x < SCe.r and SCa.x = D2

Check_idle
SCa.x =rand SCe.x <= Dy

Release:
8Cz.x < SCe.r and SCa.x < D2
SCaor=8Car + Cy

Release;
SCzx =0
SCa.r = SCar + Cz - SC2.3

Release
SCo.r = SCar+ Cy

Figure 1. Examples of parametric timed automata: (A) task activations (left); (B) schedulability

checker automata for task 7, (SC>) (right)

is reported below.

Step Location (A.clock, SC 2% SC oI ) Transition
1 (WFO, Idling) (0, 0, 0) ('4)
2 (WFO, Idling) (4, 4, 0) (Releasej )
3 | (Wro2, Busy) (0, 0, 20) (1)
4 (WEQ2, Busy) (10, 10, 20) (Releaseq)
5 (WFQ1, Check) (0, 0, 15) ('12)
6 | (WFQL, Check) (12, 12, 15) (A.Stut, SCo.Check-error)
7 (WFQ1, Error) (12, 12, 15) !

During the first step, the composite automata evolves with a
¢ transition of duration 4, and the clocks A.clock and SCs.x
are incremented of the same amount. The second step cor-
responds to a switch associated with the label Releasej.
This switch is the result of the composition of two switches
in each component automaton: from Idling to Busy> for
the automaton on the right, and from WEO to WEQ2 for the
automaton on the left. The guards of both switches have to
evaluate to true simultaneously and their reset actions are
combined. Similarly for the other transitions. At step 6, au-
tomaton Astutters, while SG carries out a transition labeled
by Checkerror .

The framework described above is very general, and cap-
tures several special cases of interest. With respect to the
traditional model of timed automata [1], our system differs
for the presence of parameters, for the existence of state
variables in X and for the generality of the update state-
ments. While for the “classic” timed automata clocks can
only be reset (z := 0), in our setting an update may have a
linear polynomial in the right hand side of the assignment.
We can obtain standard timed automata if the set of param-
eters and of state variables are empty, and the update con-
straints have the form x := 0. If update constraints have
the form z := x/ ¢, with ¢ " Q, we obtain the TA with
subtraction [14].

3 Schedulability analysis
3.1 Real-time systems

A real-time systems S is defined as a set of tasks
{1, 72, ..., Tn}. A task 7; generates a possibly infinite
stream of jobs J; 1, J; 2,.... When a job is activated, it ex-

ecutes for at most a time C;, and has to terminate within the
relative deadline D;.

The activation of jobs can be modeled by a paramet-
ric timed automaton, where activation events are associated
with transition labels. As an example, consider Fig. 1.A.
The timed automaton activates tasks 73, 72, and 73 in cor-
respondence of the labels Release;, Release, and
ReleasezonEvent. Jobs of task 7; are activated after
a certain fixed time ()1 has elapsed (and similarly for 73);
a job of task 73 is nondeterministically activated. The ex-
ample shows that very complex activation patterns can be
captured by using timers, parameters, and external events.

The traditional scenarios of the real-time literature are
contained in our framework. For instance, if S is a periodic
task system, the activation automaton simply consists of a
network of n independent timed automata, each represent-
ing the activation of periodic task 7;, as shown in Fig. 2;
each task 7; has a period T}, a fixed duration of time be-
tween two activation events, and it may have an offset O;
for its first activation time. Its activation automaton con-
tains a clock, which is reset every time the period is reached
and Release; is fired.

As shown above, in a real-time task system, we can have
parameters (C;, D;) associated with each task, and other
parameters associated with the activation automaton. This
is captured in the following definition.

Debnition 1 A parametrized task system is a task system
S = {711,72,...,Ta} which is associated with a vector
P = [Ps,P1, Ps,...,P,) aggregating the design param-
eters of the system. Pg are the parameters associated with
the activation automata while P; = (C;, D;) are the design
parameters associated with each task execution.

In the special case of periodic tasks, Ps is equal to
O1,T1,...,0,,T,, with T; being the periods and O; be-
ing the initial offsets.

Each design parameter in P can have a fixed value or be
a free parameter. Very often, the free parameters are a sub-
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set of the ones listed above. For instance, the period T; is
typically imposed by external constraints (e.g., on the sam-
pling rate of the sensors). Computation times can be consid-
ered as free parameters in as much as the designer can refine
the implementation to comply with the constraints dictated
by the platform. Other parameters, such as the offsets, can
be selected with a certain freedom. As a notational conven-
tion we will use bold fonts for quantities that are not allowed
to change. For instance, if in a task set we fix the period, we
will denote it by T;.

Following the definition of parametrized task systems,
we can also define the ground sub-case.

Debnition 2 A ground sub-case for parametrized task sys-
tems is a task system S = {11, T2, ..., Tn} associated with
a vector of design parameters P where each design param-
eter in P is assigned a fixed value, i.e., there is no free pa-
rameter in the task system.

The key property of interest for the schedulability prob-
lem is the following:

Debnition 3 For a given choice of parameters, a task T;
is said schedulable if for all activations generated by the
activation automata, the generated jobs J; . finish their ex-
ecution before the deadline. The system S is schedulable if
all its tasks are schedulable.

The problem of schedulability for a parametrized task
system can be defined as:

Problem 1 Consider a parametrized task set S =
{71, ..., Tn} scheduled with a given scheduling algorithm
and activation pattern that are dictated by the parameters
in P. Decide whether or not all tasks are schedulable for
all possible assignment of the parameters in a region R.

In the ground sub-case of a parametrized task system, the
problem of schedulability can be specialised requiring that
region R contains only a single assignment of parameters.

3.2 Schedulability analysis via timed automata

An important line of work [24, 15, 14] uses timed au-
tomata to solve Problem 1 in the ground sub-case. Their
approach does not tackle Problem 1 in its generality, when
no ground value for parameters is specified. In the se-
quel, we concentrate on the methods presented in [14], that
is applicable only to fixed priority preemptive scheduling.
Although less general than [15] and [24], the model used
in [14] is very efficient, since it minimizes the number of
clocks required in the analysis, and allows one to study the
schedulability of each task in isolation.

Consider a real-time system S = {71, 72,...,7,}, with
the tasks ordered by their fixed scheduling priority. In [14],
the authors construct a timed automaton (TA) SC; as a
schedulability checker for each task 7; (see Fig. 1.(B)). The

Releases
U2 s
14115

Releaser

Figure 2. Task activation automata for peri-
odic tasks

schedulability checker is synchronised with the TAs gen-
erating the activation events by means of the shared labels
Release;: every time a task 7; is released, SC; is forced
to take a transition marked with the same label. The schedu-
lability checker has a clock x and a real variable, . The
clock is reset when a job of 7; (transition from Idling to
Check) is released and it keeps growing to model the ex-
ecution of the task. The variable r keeps track of the total
execution time demanded by task 7; and by the tasks having
higher priority. The interference due to the preemptions of
higher priority tasks 71, ..., 7,1 are then encoded in the
transitions, which increment the value of r. When the time
elapsed from the last activation (z) equals to the deadline
time and the total demanded time r exceeds the length of
the interval, the task misses the deadline and the automaton
reaches an error state (transition Check_error).

The evolution of the schedulability checker TA depends
on the computation time of the released processes, and on
the deadline of the process whose priority is being ana-
lyzed. The checker reaches the error location iff the task
being checked is not schedulable. Thus in this approach,
the schedulability problem of a task is transformed into a
reachability problem. As S of n tasks is schedulable when
all n tasks are verified to be schedulable, in this method the
schedulability checking of the system amounts to the solu-
tion of n reachability problems. In this short description,
we omitted some technical details (such as a bound on the
clock values needed to ensure decidability in the framework
of explicit state model checking).

Example Consider a system of two periodic tasks S =
{71, 2} with deadlines and periods given by Dy = 7,71 =
10 and D, = 6,7, = 10. The offsets are O; = 0 and
O, = 3 and the worst computation time of each are C; = 3
and Co = 5.

The activation automata for this case is a network of two
independent automata. The activation auotmata of task 71
is shown in Fig. 2. The schedulability checker for task 7,
SCs, is exactly the one shown in Fig. 1.(B). As shown in
the figure, for task 7» the only relevant transitions that af-
fect the counter r are determined by the only task with a
higher priority 7. The schedulability checker SC for task
71 is simpler since 71 does not suffer any interference from
higher priority tasks. We do not report it here for the sake
of brevity.

The schedulability checking requires to run the schedu-
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Input: PTA describing task activations and scheduling
Output: Schedulability Region
fori=1:ndo
PTA.init(ParamSchedProblemForTask(i));
i=0;
while PTA.reachable(Error) do
trace = PTA.get_trace();
Unfeasible[j] = PTA.get_parameter(trace);
PTA .add_constraints( negate( Unfeasible[j]));
j++
end
Feasible[i] = not(big_or(0, j, Unfeasible));
end
return big_and(0, i, Feasible);

Figure 3. The iterative algorithm

lability process on both tasks. In this case, the result is pos-
itive.

4 Sensitivity analysis via iterative bounding
4.1 The problem

The objective of this paper is to find the largest region in
the parameter space for which a task set is schedulable. In
formal terms the problem can be expressed as follows:

Problem 2 Consider a parametrized task set S =
{711, ..., T} associated with the design parameters P. Let
P be defined in the setI' =T'g- T'1- ...- I',,. Find the
feasibility region R, defined as the largest subset of T for
which Problem 1 has a positive solution.

In contrast to the ground sub-case, identifying the schedu-
lability region is a relatively new problem. As reported in
Section 7, one of the few papers that handles parametric
task set producing the schedulability region is [5], in which
the attention is restricted to periodic tasks with zero offsets.
In the sequel, we will describe an approach for producing
the schedulability regions, constructed as a union of convex
polhyedra, for general task sets.

4.2 The algorithm

Our approach to computing the feasibility region of a
parametrized task system relies on the generalization of the
approach presented in [14] to the parametrized case. Within
this framework, we propose a novel algorithm for the sym-
bolic computation of the feasibility region. The pseudo-
code is shown in Fig. 3. As in [14], we iterate over the tasks
in the system S, starting from the task with highest priority
(¢ = 1). For each of these we compute the schedulability
sub-region R ; (i.e., the region of parameters such that task
7; is schedulable).

The computation of the schedulability sub-region for
each task is done in the inner loop by enumerating each

trace to the error state (following the approach presented
in the previous section), and then generalizing by extract-
ing the corresponding region of parameters. The “numeric”
timed automata (used as schedulability checkers and to gen-
erate the activation events) are replaced with parametric
timed automata. For instance, in the activation automata
shown in Fig. 1.(A) the parameters O, ;1 and Q2 can be
free parameters instead of numeric values. The identifier
PTA denotes the parametric automata used to construct the
schedulability sub-region for each task. Every time we en-
ter into the inner loop, PTA is initialized with the Schedula-
bility Automata Network (SAN) S AN; utilized for task 7;,
given by the composition of the activation automaton and
of the schedulability checkers SC;. We construct the region
R ; by a sequence of iterations of the inner loop, as detailed
below.

Each iteration starts by calling the function
PTA.reachable. This is a call to the model checker to
see whether the error state is reachable. Three things can
happen: reachable, not reachable, or failure to compute an
answer in the given resource bounds. The algorithm is not
guaranteed to terminate, and it is possible that a trace to the
error state (henceforth referred to as error trace) does not
exist, but the algorithm cannot find out this result in finite
time. In the next subsection, we will show decidability
at least for a very important special case (periodic tasks
with free offsets), while further investigations on the
convergence in more general cases are reserved for future
work.

Suppose that the j iteration of the inner loop for task
7; PTA.reachable produces reachable, i.e., the model
checking problem SAN; | EFscheduler.error. The
call to the function PTA.getTrace () will then supply
us with a trace m/. The next step, carried out by the
PTA.get_parameter function, is to identify the region
of parameters ¢} that make the trace valid (in the spirit
of [13]). As shown in the next section, the operation re-
quires a symbolic manipulation of the trace and a projection
operation. The region ¢ is a convex polyhedron, identi-
fied by a disjunction of linear constraints over the param-
eters P, and is a subset of the complement of R;. We
use the information collected in this way as as an addi-
tional constraint for the next iteration. Namely, we limit the
search space of SANi(ﬁl) by PTA.add_constraints,
by inserting, as an additional constraint to the reachabil-
ity problem, the conjunction of A(z!) with the constraints
A A () A (%) A (97 7h) obtained in the
previous iterations.

When the function PTA.reachable produces un-
reachable, we can compute the feasibility region R; as
R, = Ay} ( ?...( o) where J is the maximum j,
after which the Error state is unreachable.

The total schedulability regions is the intersections of the
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Step Constraint ResultConstraint
Task 1

1 !
Task 2

1 !

cy> 7

C1+Co> 6405

Ci +Cg> 10°
2 A(Cy1+Co> 6+09) 05 = 10"
2C) +Co> 6+0o

A((C1+(C2> 6+ O0q)#
Ci+4+Cqo> 10"
1 03:10,, Cy> 6
2C1 +Co > 6+09))

A((C1 +Co> 6 +09)#
(Ci14+Cq> 10

4 05 = 10"
2C1 +Cqo> 64+ 00)#

(Co > 6))

A((C1 +Co> 6+09)#
(Ci+Cq> 10

Ci+Co> 10
2C1 +Co> 6+04

05 = 10"
5 2C| 4+ Co > 64 0o Citce> &
(Co > 6)# 2=

(C1+Cqp> 10"

2C1 +Co > 6+05))
A((C1 +Co> 6+09)#
(C] +Cq> 10
05 = 10"

2C1 +Co > 64 00)#
6 (Co > 6)#
(C1+Cqy> 10"

2C1 +Cop > 6+ 00)#
(C1+Co> 6"
05 = 10))

Co> 10405"
C;+09> 6

Figure 4. Example run of the algorithm

schedulability regions found for each task: R = 07.; R,
where 7 is the number of tasks.

Example We now illustrate the algorithm by adapting
the example in Section 3.2. In this case, Cy, C> and O;
are free parameters while we set O1 = 0. The computation
of the feasibility region proceeds as shown in 4. For task
71, the schedulability region is found in one iteration of the
inner loop and is simply given by C; < 7. The region R is
the complement of the union of the polyhedra produced in
six iterations. In the second column of the table, we show
the restricted search space for the reachability problem. The
schedulability region R, given by the conjunction of R; and
R 2, is expressed as follows:

Ci+Cy<6+053AC1+ Co< 10A
Ci1+Ca<BAC2<10-02AC1<7TACy< b6

The 3D plot of R is depicted in Fig. 5. As shown above,
some of the constraints found are redundant; this problem
can be solved using classical methods for the elimination
of redundant constraints. A second remark, since we con-
sider a periodic task set, the function PTA.reachable
produces a negative result (Error unreachable) in finite time.

4.3 Periodic task sets

While the Iterative Bounding approach can be applied
to models represented as general task activation patterns, in
this section we will present strong convergence results for
the special case of periodic task sets.

In particular, we will make the following assumptions:
1) the period of the task T; and the relative deadline D;
of the tasks are fixed, 2) for notational convenience we
will assume that tasks are ordered by decreasing priority.

Figure 5. The feasibility region of the problem
in 3D plot of Ci, Cy and O,

Therefore, the parameter space for each task is defined as
PLZ{OZ} Elndf)(g ZO]_- 02...- On

For this type of task set, it is possible to state the follow-
ing result (see [20]):

Lemma 1 Consider a periodic task set and let H =
lem{Tq, ..., Ty} and O = max{Oy, ...,0,}. Then the
following two statements are equivalent: I) The task set is
unschedulable, II) A deadline miss occurs in the time inter-
val [0, 2H + O)].

As a consequence of the above we can write the follow-
ing:

Lemma 2 Consider Problem 2 and assume that S =
{71, ..., Ta} is the periodic task set described above and
that there is an upper bound O for the maximum offset.
Then the number of error traces for the PTA described
above that could terminate with an error condition is finite.

Proof:

Consider the problem of verifying the schedulability of task
7;. We can denote a trace by the sequence of labels associ-
ated to the transitions. Clearly, error traces are given by:

'i =(Releasey, ..., Releass;, Check_idle)™
Releasej, Check_error

where we used the standard notation for regular expres-
sions. Denote by A(m;, x) the number of occurrences of
symbol z inside the trace 7;. Based on Lemma 1, we can
reduce the analysis to the events that occur in the time hori-
zon [0, 2H + O]. Therefore, it is easy to see that for any er-

ror trace 7;, we have: 1) \(r;, Releasep) $ [ZHJ' O—‘ for

T
any h $ i, 2) \(7j, Check_idle) $ A(m;, Release;).
The number of strings composed using a finite number of
symbols is clearly finite, which leads to the claim. ¥

As an immediate consequence of the above, we can write
the following:
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Lemma 3 Consider Problem 2 and assume that S =
{711, ..., Tn} is the periodic task set described above. As-
sume that we solve the problem by using the algorithm
in Fig. 3. If 1) function PTA.get _trace () enumerates
all witness traces, 2) function PTA_get _parameter (.)
identifies all parameters that validate a given error trace,
then the algorithm computes the feasibility region in finite
time.

This result can be used to ensure that the proposed al-
gorithm is guaranteed to terminate in this important special
case. However, the bound computed for the number of pos-
sible events in the proof of Lemma 2 is very conservative.
A different problem is to have an efficient stopping crite-
rion, that allows us to stop the search when the error state
becomes evidently unreachable. This issue is discussed in
the next section.

5 Symbolic implementation

In this section we discuss how to algorithmically manip-
ulate PTA’s. In fact, standard techniques for the manipu-
lation of timed automata are typically based on numerical
techniques, where suitable degrees of parameterization are
not provided.

Our approach relies on a symbolic approach to model
checking (timed) automata [4]. The state space of the sys-
tem is represented by means of a vector of current state
variables V': an assignment of values to the variables in V'
represents a state of the system. As standard in symbolic
model checking, the discrete part of the automaton is en-
coded (e.g., transitions, labels, and locations) by means of
boolean variables. Continuous (clock and state) variables
and parameters are represented by means of real-valued
variables. A formula such as Loc; , xz/ y$ O; canbe
used to represent the fact that in location 7 (corresponding
to the boolean variable Loc; being true), the specified con-
dition over z, y and O1 must hold.

In order to express the dynamics of the system, an-
other set of variables V', called the next state variables,
is introduced. Intuitively, a transition is represented as
an assignment to the V' and V' variables. For instance,
Trans;; , (z/ y %5)" (¢ =0)" (v = y) states
that for a transition from location ¢ to location j to take
place (corresponding to Trans; ; being true), (x/ y %5)
must hold (as a precondition), the value of x after the tran-
sition will be 0, while the value of y will be unchanged.
In [4], a procedure for compositional symbolic representa-
tion of timed automata is described. It can be generalized to
the case of PTA’s by considering that each parameter p has
to be constrained by p’ = p. In the following, we denote
with I(V') the formula describing the initial configurations,
R(V, V") the transition relation, and with U;(X) the fact
that the PTA is in an error state, thus showing unschedula-
bility; we also separate V' into the discrete variables D, the

continuous clock X, and X state variables, and the param-
eters P. The PTA. init primitive, given a system of tasks,
constructs the I, R, and U formulae. The above formu-
lae are in a fragment of first-order logic, and are interpreted
with respect to the background theory of linear constraints
over the rationals, with numerical constants and operators
having the standard meaning.

Our approach is made practical by the availability of
symbolic model checking techniques for infinite state sys-
tems. In particular, we rely on NuSMT [9], a system for the
verification of symbolically described infinite state systems.
NuSMT is build on top of the NuSMV model checker [10]
(that is able to deal with finite-state systems using BDD-
based and SAT-based verification engines), and the Math-
SAT [6] solver for Satisfiability Modulo Theories (SMT).
For the sake of this work, the capabilities of NuSMT are
used “off the shelf”.

The reachability problem for a symbolically represented
system (including PTA’s) is undecidable. Thus, in gen-
eral, the PTA.reachable primitive can not be imple-
mented exactly. We thus rely on two kinds of incomplete
but complementary sets of engines. The first one is an SMT-
generalization of bounded model checking, that is aimed at
detecting witness traces of a violation to a given property
for a given (bounded) number of steps k. Intuitively, the
vector of state variables is replicated k times, thus obtain-
ing VO, V1 ... V*, where an assignment to V? represents
the state of the PTA after ¢ transitions. In order to find a
trace witnessing unschedulability for process 4, the transi-
tion relation is “unrolled” to obtain the formula

I(vo " RO, vYy...v RVFLVH UWH)

This formula is satisfiable if and only if such a trace exists,
and can be fed to MathSAT, that can provide a simulation
trace by assigning suitable values to the state variables over
time. This is the way the PTA.reachable can return a
true value (for a given k), and, based on the model found
by MathSAT, how PTA.get_trace constructs the corre-
sponding trace.

Obviously, the bounded model checking approach can
not prove the absence of violations in the general case,
and a dual algorithms to conclude the absence of a viola-
tion is needed. To this end, NuSMT implements two en-
gines. The first one generalizes k-induction [27]. The other
one is an implementation of a CounterExample Guided
Abstraction-Refinement (CEGAR) loop, with predicate ab-
straction computed as in [9], and refinement provided in
weakest precondition and SMT interpolation [11]. Both en-
gines are correct (i.e., if they return true, then the property
holds), but not complete (i.e., they may return unknown in
cases where the property holds).

In the following, we now concentrate on the novel
parts, i.e., the PTA.get_parameter primitive,
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that extracts the constraints associated to a trace of
length k. Let p be the assignment to the variables
P,D% X% D X' ... DF X% (every parameter retains
its value over time). We then simplify the above formula
by replacing each discrete variable in D%, D', ... D* with
the corresponding truth value assigned by p. The result is
a formula in the P, VO, ... V¥ variables, that can be seen
as symbolic representation of a set of assignments to these
variables, each of which represents a different trace, with
the same discrete part. In order to find the infeasibility
region for the parameters, it is now sufficient to project
away the continuous variables by computing the following
quantification:

1x°,... Xk o(P X% ... X"

In the general case, a general quantifier elimination pro-
cedure (such as Fourier-Motzskin elimination) can be re-
quired. Several optimizations are possible. First, there ex-
ists a functional dependency of continuous variable z* and
the values of the P, D°, D1, 8°, ..., 61, D thus all vari-
ables except the §° can be eliminated by inlining. The re-
sulting ® can be decomposed into a conjunction of ®?, each
depending on P, 6%, ..., 6%, so that the computation of the
quantification can be reduced to the more structured

PO(P)'1L oL (®Y(P,0Y)'1 6%.(...'1 o~.@% (P, 6, ... 6%)))

In the specific case of periodic activation, we notice that
each discrete path is associated with a unique assignment to
the §° variables, since guards are all in the form of equal-
ities. Thus, the concrete assignment found by MathSAT
turns out to be the only possible instantiation for the quan-
tifiers in the above formula, and the constraints over the pa-
rameters are simply obtained by value propagation.

6 Use cases

To illustrate the potential applications of the methodol-
ogy in a design flow for embedded systems, we propose
a couple of simple but explanatory use cases. The results
shown below have been obtained with a prototype tool, con-
structed using the NuSMT model checker along the lines
described in the previous sections.

In both examples we use a periodic task system S; =
{71, m2}. Periods are fixed and chosen equal to the relative
deadline: Ty = Dy = 20 and T = Dy = 30.

Use case 1For this example, we consider a design scenario
in which the computation times are not known with a suf-
ficient precision and the system is very close to the border
of the schedulability region found with traditional real-time
scheduling theory (i.e., assuming null offset). The design
problem is how to choose a positive offset O, so as to max-
imize the schedulability region (and hence the robustness of
the system). To this end we can compute the schedulability

001 5 2-4-
15-1 5214

001w 2-#
0+,-40-1 82-3

1N

s O

Figure 6. Feasibility regions in the domain of
C, and (5 for different values of O

region with respect to the following set of free parameters:
{C1, C, Oz} fixing O; = 0. The tool, after some iter-
ation, produces the following symbolic expression for the
feasibility region:

(Cq1 < 20)
(C1 +Cy< 30)
(Cp+Co< 20
(2C1 +CH < 40

# 2C1 4+Cg< 30+03)
#
(Cop< 20! Og #
#
#

3C| +Cqo < 50)

C1+4+Cop< 40! Oy #
3C1 4 2C5 < 60 #
2C1 +Co < 30)

2C1 +Cq < 30)

(C1+Co< 20 4C1 4+2C9 < 60409)

(Ci4+Cay< 20
In Fig. 6, we can see three different sections obtained cut-
ting the three-dimensional schedulability regions with the
planes O, = 0, O, = 5, and O, = 8. In accordance with
the findings of real-time scheduling theory, O» = 0 cor-
responds to the smallest schedulability region. The choice
O, = 8 is the one that ensures the maximum robustness
for the choice of C1, while O, corresponds to the greatest
schedulability region.

Use case 21In the next example, we consider that the worst
computation time of the tasks are fixed, C; = 11 and Cp =
12. This task system is not schedulable with zero offsets as
it is possible to see with a standard response time analysis.
Therefore, our purpose is to identify the possible values for
the offsets O1 and O, that make the system schedulable.
Using the tool, we computed the feasibility region, in the

domain O1 - O, expressed in the constraints below:

(03<0 | +7# 0g>0 1 +4)

(02<0 ;! 3#05>0 1! 6)"

(02<0 | +17# 05 >0 1 + 14)"
(0p<0 1! 13#05>0 1! 16)"

The feasibility region for this case is not even connected,
as it consists of parallel stripes as shown in Fig. 7. This
is a perfectly natural result since by increasing the offsets,
we periodically get the same system (except for an initial
transient). Therefore, the procedure can converge only be-
cause we pose bounds for the search in the parameter space
0% 01%$17,08% 028 20).
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Figure 7. Regions of feasibility in the domain
of 01 and O2.

Using those constraints we can simply pick the values
for O1, Oz and O3 inside the feasibility region to make S
schedulable. We can choose O1 = 5 and O, = 1 for ex-
ample. And the system will now be schedulable with the
system utility 95%.

7 Related work

A good part of the research on real-time systems has fo-
cused on mathematical conditions, whereby a periodic task
set scheduled with a fixed priority is schedulable. In their
seminal work [21], Liu and Layland identified Rate Mono-
tonic (RM) as the optimal priority assignment to achieve
schedulability, and for this assignment they discovered a no-
torious sufficient schedulability condition on the total CPU
utilization of the tasks. Albeit very important, this test fails
to provide a conclusive response on the system schedulabil-
ity in many cases of practical and theoretical interest.

Pandya and Joseph [18] proposed an alternative ap-
proach. Their methodology allows one to compute the re-
sponse time of each task, and hence conclude schedulabil-
ity by comparing it with the deadline. The authors still as-
sume periodic activations for the tasks, but they do not pose
restrictions on the priority assignment and on the position
of the deadlines. The methodology produces the exact re-
sponse time if the tasks do not have an initial offset and
an overapproximation if the tasks have offsets. Extensions
exist for periodic tasks with offsets [25] but they are ei-
ther intractable or produce conservative results. This analy-
sis techniques have been generalised in different directions.
For instance, using the results in [26], it is possible to con-
sider tasks sharing resources.

Our approach differs from the ones in the papers cited
above since the proposed SATA technige performs an ex-
austive analyisis for much more general activation patterns
without making conservative approximations. This tech-

nique lies in the track opened by Wang Yi and his co-
workers, who reformulate the problem of schedulability
analysis as one of reachability for a network of timed au-
tomata. The first attempt in this direction can be found in
[24], where the authors use the technology in the UPPAL
tool [3] to analyse the schedulability of a set of tasks as-
suming a non-preemptive policy. This approach of solving
the schedulability analysis through reachability problem is
also used in [16].

The transition from non-preemptive to preemptive
scheduling was not obvious, since many authors used a class
of automata for modeling the system (the stop watch au-
tomata) [23, 12, 8], for which the reachability problem is
known to be undecidable. In [15], the authors proposed
a different model for the system based on an extension of
timed automata, for which the reachability problem is de-
cidable. In [14], the authors identify an efficient encoding
for the schedulability problem in the special but important
case of a fixed priority scheduler. In our paper, we gener-
alised this model allowing for parametric constraints asso-
ciated to the guards and to the invariant conditions of the
timed automata.

Parametric timed automata can be found in some pre-
vious work, but to the best of our knowledge our work
is the fist attempt to use this formalism, combined with
symbolic computation, to identify the schedulability region.
In [28], the authors present a method to model check a
real time system using parametric timed automata when a
constraint over the parameter is given. This problem is
referred to as the “emptiness” problem for PTA and has
been prove undecidable, in the general case, in [2]. In-
terestingly, in [17] a subclass of PTA called L/U PTA is
identified for which the problem is decidable, and a solu-
tion strategy based on Parametric Difference Bound Ma-
trices is proposed. The solution to the emptiness problem
is actually used in this paper as a step to solve a more
general problem: producing the region of parameters for
which the system is unschedulable (namely, the subroutine
named PTA.reachable (Error) in Fig. 3). We have
provided theoretical evidence that for periodic task sets the
algorithm terminates (and hence the problem is decidable).
Further investigation on more general examples, along the
lines shown in [17], is reserved for future work.

The problem of finding the feasibility region was at-
tacked in analytic terms in [5]. The authors considered pe-
riodic task sets and improve a methodology, first introduced
by Lehoczky and Sha [19], to identify the minimal repre-
sentation for the region of feasible computation times. This
approach is applicable to strictly periodic task sets with zero
offsets. As recalled above, we consider much more general
activation patterns, although, as a first step, we offer strong
convergence results only for the case of periodic task sets
with free offsets.
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8 Conclusions

In this paper, we presented a general methodology for
the symbolic computation of the schedulability region. The
methodology applies to very general activation patterns and
it does not make any conservative approximations, and
is implemented by integrating traditional symbolic model
checking and SMT solvers. We proved convergence in the
important case of fixed priority scheduling for periodic task
systems.

For the future, we plan several extensions. First, we aim
at the development of a full-fledged design tool implement-
ing the methodology described in this paper. In particular,
we plan to optimize the implementation to enable scalability
of our solution, and to experiment with different algorithms
for the detection of the constraints. On the theoretical side,
our most important goal is to extend the study of conver-
gence to the general case. Another interesting possibility,
in the spirit of the examples shown in Section 6, is to use
the schedulability region as a design tool by introducing ap-
propriate cost functions.
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